Chapter m

Programming with Shared Memory

In this chapter, we outline the methods of programming systems that have shared memory,
including the use of processes, threads, parallel Programining languages, and sequential
languages with compiler directives and library routines. We will start with the standard
UNIX process, The UNIX process approach introduces the “fork-join™ model, which is
used in OpenMP, discussed later. We then describe the IEEE thread standard Pthreads in
some detail, which is widely available on g variety of multiprocessor and single-processor
platforms, For the parallel programming language approach, we limit the discussion to
general features and techniques rather than describe a specific parallel programming
language. For an example of the use of compiler directives (coupled with library routines),
we describe OpenMP, a widely accepted industry standard for parallel programming on a
shared memory multiprocessor. Further, we describe performance issues in parallel pro-
gramming whatever programming tools are used, covering shared data and synchronization
issues, including sequential consistency. Finally, we provide some parallel code examples.
Shared memory programming on a cluster, which uses many of the same concepts, is con-
sidered in Chapter 9.

8.1 SHARED MEMORY MULTIPROCESSORS
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In Chapter 1, Section 1.3, two fundamental types of multiprocessor systems were identi-
fied — namely, the shared memory multiprocessor and the message-passing multicom-
puter. So far, we have concentrated on the message-passing multicomputer or a cluster of
computers. Now we will look at programming shared memory systems. Shared memory
systems are usually specially designed and manufactured but can be very cost-etfective,

especially small shared memory multiprocessor systems such as dual- and quad-Pentium
systems.

Sec. 8.1

In a shared memory system, any memory location is accessible to any of the
processors. A single address space exists, meaning that each memory location is given a
unique address within a single range of addresses. For » small number of processors, a
common archilecture is the single-bus architecture, in which all processors and memory
modules attach to the same set of wires (the bus), as shown in Fi gure 8.1, This architecture
is only suitable for perhaps up to eight processors because the bus can only be used by one
processor al 4 time. Bus contention increases with increasing numbers of processors and
soon saturates the bus. The use of cache memory reduces the need to access the main
memory as much, and each processor usually has mnlti
single processor system, but still a single bus is limited in its bandwidth.

For more than a few processors, to obtain sufficient bandwidth, multiple interconnects
can be used, including a full crossbar switch, as shown in Figure 8.2, A crossbar switch
provides full connectivity between the processors and individual memory modules but is
expensive. Other interconnection structures are also possible, including multistage
interconnection networks (see Chapter 1) and combinations of crosshar switches and buses,
Ideally, the system has uniform memory access {(UMA), that is, the same high speed access
time to any memory location from any processor., It is possible ta construct UMA systems
with perhaps 100 or more processors (e.g., the SUN Fire 15K server with up to 106
processors), Alternatively for reduced cost and increased scalability, interconnection
networks are used in which some memory is physically closer to certain processors than
others, and the time to access a main memory location varies with the separation distance,
that is, a non-uniform access (NUMA) system. In any event, high-speed cache memory is
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always present in all systems to hold the contents of recently referenced main memory
locations. In this chapter, we will describe the general features of programming a shared
memory multiprocessor system, Aspects of caches that are important to know when
programming shared memory systems are discussed in Section 8.6.1.

There are several alternatives for programming shared memory multiprocessor
systems:

= Using a completely new programming language for parallel programming

» Modifying the syntax of an existing sequential programming language to create a
parallel programing language

© USINE dll eRrstng sequelilial programiming language supplemented with compiler
directives for specifying parallelism

= Using library routines with an existing sequential programming language

* Using heavyweight processes

* Using threads

One could also use a regular sequential programming language and ask a parallelizing
compiler to convert the sequential program into parallel executable code. In that case, the
compiler establishes which statements can be executed simultaneously. It might rearrange
the statements to achieve concurrency, but the original intent of the programmer must be
left intact. This method was investigated extensively in the 1970s. Using a completely new
parallel programming language is of very limited appeal, for it requires one to learn a new
language from scratch. Only one example of this has been used to any extent, the Ada
language promoted by the U.S. Department of Defense.

Taking an existing sequential language and modifying it is more attractive, because
then one only needs to learn the modifications. The most appealing way of doing this is to
use compiler directives and library routines rather than modifying the syntax. An accepted
standard for doing this is OpenMP. A special compiler is still needed.

Interestingly, Stroustrup, the inventor of C++, in the preface to Wilson and Lu (1996),
says that he did not include any concurrency features in the original C4++ specification
though he could have done so. His conclusion was that “no single model of concurrency
would serve more than a small fraction of the user community well” He also has a
“weakness for the library approaches because these offer a higher degree of portability than
approaches based upon language extensions.”

In this chapter, we will start with traditional processes and then introduce the thread
using the thread Pthreads standard. Pthreads is readily available on a multitude of platforms
(single workstations and multiprocessor systems), Java also provides thread-based capabil-
ities and offers some high-level features that are described here. It is perfectly feasible 1o
use Java for thread-based parallel programming if an implementation is provided for the
target multiprocessor systeni.

8.2 CONSTRUCTS FOR SPECIFYING PARALLELISM

8.2.1 Creating Concurrent Processes

Perhaps the first example of a structure to specify concurrent processes is the FORE-J0IN
group of statements, described by Conway (1963). (Conway refers to earlier work, and it
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appears that the idea was known before 1960.) rork-go1n constructs have been applied as
extensions to FORTRAN and to the UNIX operating system. In the original rForx-Jo1 con-
struct, a FoRE statement generates one new path for a concurrent process and the concurrent
processes use JoIn statements at their ends. When both gomu statements have been reached,
processing continues in a sequential fashion, For more concurrent processes, additional
#ORK statements are necessary. The For<-somi constructs are shown nested in Figure 8.3.
Each spawned process requires a J01n statement at its end, which brings together the con-
current processes (o a single terminating point. Only when all the concurrent processes have
nc_%_naa can _:n ..::mna:oz. statements of the main H.__onoﬂ be executed. Typically a
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same as the .,EE_.___@; operations in message-passing and can be a :UEQ?VﬁnE routine
or a language construct.

UNIX Heavyweight Processes. Operating systems such as UNIX are based
upon the notion of a process. On a single-processor system, the processor hus to be time-
shared between processes, switching from one process to another, Thi might occur at
regular intervals, or when an active process becomes delayed. Time-sharing also offers the
opportunity o deschedule processes that are blocked from proceeding for some reason,
such as waiting for an 1/0 operation to complete. On a multiprocessor, there is an opportu-
nity to execute processes truly concurrently. UNIX provides system calls to create pro-
cesses, and it is possible to use these facilities to write parallel programs, We would not get
an increased execution speed on a single processor. (Actually, the speed would reduce
because of the overhead of creating the processes and handling context changes as we swap
between processes.)

The UNIX system call forx{) creates a new process. The new process (c
process) is an exact copy of the calling process except that it has a unique process ID. It
has its own copy of the parent’s variables, On success, fork () returns O to the child process
and returns the process 1D of the child process to the parent process. (On failure, fork()
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Figure 8.3 FORK-JOIN construct.
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