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CHAPTER 6

Predicting and Measuring
Performance

Measure twice, cut once,

Carpenter’s motto

6.1 Introduction

Timers and profilers are tools used to measure performance and determine if optimizations
help or hinder performance. They allow users to determine bottlenecks in applications to direct
where optimization efforts should be expended. Once the bottlenecks are determined, they can
be attacked with the optimization techniques discussed in this book. This chapter also discusses
how to prediet the performance of small kernels to determine if the measured results are accept-
able.

A timer is a function, subroutine, or program that can be used to return the amount of time
spent in a section of code. As in the carpenter’s motto, it’s important to make multiple measure-
ments to ensure that results are consistent, A profiler is a tool that automatically inserts tmer
calls into applications. By using a profiler on an application, information is generated that sum-
marizes timings about subroutines, functions, or even loops that were used,

Timer and profilers operate at various levels of granularity. A stop watch is a good exam-
ple of a coarse timer. It can be started when a program begins and stopped when it finishes. If the
program takes several minutes to run, this timer can be used to determine whether various com-
piler options improve performance. Some timing programs are like the stop watch in that they
time only the entire program. Of course, if the program takes a tiny fraction of a second, orif a
user is trying to tune part of the program that {akes a small percentage of the total run time, this
type of timer isn't t00 useful. Therefore, users can insert timers around the code they're inter-
ested in, or instruct a profiler to return this information. However, if timers are called too often,
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Timers are usually called in one of two ways:
L0 = timer();

< code segment being timed >

£l = timer();
time = t1 - t0;

or

zero = 0,0;
t0 = timer{&zero);

< code segment being timed »

tl = timer{&t0);

In the first case, the ti
L imer can be something as basic = i
e : g asic as returning the time of day
N Jﬁc,nm:m must be subtracted to return the total time H_:m second __o_, A
hich is insi i : : B
o m_,, subtracted inside the timer function, We will build timers h ow s
s ¢ the calling sequence shown in the second case B

W % i
henever we use a timer, we'd like it to have the following properties:

* be highly accurate
* have alow access overhead
= reset (roll over) infrequently

. 2 2 .
g .
%?‘__NSV timers measure _EE_B—.:GW of Processor O—Dn—n ticks and so _.“—._nu._ are H..Eﬁﬁm.mﬂ ﬁﬁmﬂ—wﬂﬁm.

a timer should i
be accurate to the clock cycle, since this is the finest pranularity possible
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Timers

Ideally, a timer should take no time to call; otherwise, it could distort the timing measure-
ments. This is not possible since accessing a mer requires a call to a system routine to access a
clock. The amount of time to access different system clocks varies, In Section 6.2.5, there is a
routine that measures the accuracy of timers. If this code shows a highly accurate timer, then, by
definition, this timer must have a low overhead since its accuracy could not be measured other-
wise.

11 dnmatar At came noint they will reset to zero, or roll over.

B

This can also render some timers useless.

6.2.1 Roll Over

Many timers roll over too quickly. As illustrated later, some timers measure time in micro-
seconds, so their results must be divided by a million to return seconds. Other timers measure
milliseconds and hence must be divided by a thousand to return seconds.

Suppose a timer returns 32-bit integer data and measures microseconds. This timer must
roll over after 272 microseconds. This is only 932 1 106 = 4295 seconds. Therefore, this timer is
incapable of measuring anything more than 1.2 hours. Timers that measure milliseconds and use
32-bit data have a longer amount of time before roll over, since 232 milliseconds is 49 days.
Thus there may be a trade-off between accuracy and roll over.

One solution to this problem is to return a 64-bit quantity. If a timer measures microsec-
onds using 64-bit integer data, then the roll over time is 264 /106, which is over half a million
years, Another solution is to have the timer return two values: One represents seconds and one
represents microsecends since the last second. Even using 32-bit integers, the roll over in this
case is over a hundred years.

6.2.2 Time What?

Many timers are deplorable and should riot be used due to low resolution and high over-
head. Timing code should be simple, but itisn’t. Different timers return the amount of time spent
in different systems components and users rarely know just how accurate and expensive their
timers are.

The three quantities most often returned from timers are

* user lime

 system time

« CPU time (sum of user time and system time)
» elapsed time or wall clock time

The operating system is involved any time a program is run. It must arbitrate system

on a computer. This is i :
E:_Mmonovn, § 18 not possible to obtain on most systems. Most timers -
nds, although users should use, if available o

: . resources such as /O and swap processes L0 ensure that everyone gets access to the processors
onds, a timer that is accurate to at least microsec-

on a system. So when a job is executed, some amount of time is spent performing the work of a
program (the user time) and some amount is spent in the operating system supportting the execu-





























































